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Abstract

The performance of biometric systems can be significantly
affected by changes in signal quality. In this paper, two types
of changes are considered: change in acquisition environment
and in sensing devices. We investigated three solutions: (i)
model-level adaptation, (ii) score-level adaptation (normal-
ization), and (iii) the combination of the two, called “com-
pound” adaptation. In order to cope with the above chang-
ing conditions, the model-level adaptation attempts to update
the parameters of the expert systems (classifiers). This ap-
proach requires the authenticity of the candidate samples used
for adaptation be known (corresponding to supervised adap-
tation), or can be estimated (unsupervised adaptation). In
comparison, the score-level adaptation merely involves post-
processing the expert output, with the objective of render-
ing the associated decision threshold to be dependent only
on the class priors despite the changing acquisition condi-
tions. Since the above adaptation strategies treat the under-
lying biometric experts/classifiers as a black-box, they can be
applied to any unimodal or multimodal biometric system, thus
faciliating system-level integration and performance optmiza-
tion. Our contributions are: (i) proposal of compound adapta-
tion; (ii) investigation and comparison of two different quality-
dependent score normalization strategies; and, (iii) empirical
comparison of the merit of the above three solutions on the
BANCA face (video) and speech database.

1 Introduction

Person authentication using biometrics such as face and finger-

print is becoming an important solution to border control and iden-

tity fraud [6]. As the biometric technology is being rolled out on a

nation-wide scale, e.g., in the form of passport control, a biometric

system must cope with a real world uncontrolled and dynamic envi-

ronment. We set out to investigate solutions to two challenges: (i)

changing acquisition conditions and (ii) cross-device matching.

The acquisition environment, e.g., lighting, temperature, humid-

ity, and audible noise, can vary significantly depending on where and

when the system operates. The changing acquisition conditions cur-

rently plague all biometric systems, e.g., speech is vulnerable to au-

dible noise; face to lighting; fingerprint to humidity, etc.

In cross-device matching, a biometric system has to match a bio-

metric sample with a reference model (template), each acquired using

different sensors (possibly from different vendors or the same vendor

but with different design), technology or parametrization. This issue

is known as device interoperability. Because a biometric trait appears

differently under different sensors, the system performance system-

atically degrades in cross-device matching [14].

Two common solutions to counteract changing acquisition en-

vironments are invariant (robust) feature representation and im-

age/signal restoration (e.g., head pose correction). For cross-device

matching, two solutions are mentioned [14]: (i) using a canonical fea-

ture representation (e.g., by means of canonical correlation analysis)

or modeling the physical characteristics (e.g., 3D face representation

to recognize 2D images of arbitrary poses); and (ii) project an image

or a feature representation acquired by one sensor onto another one

(e.g., via an affine transformation [14]).

Rather than using a canonical or invariant feature representation,

a drastically different philosophy is to follow the change. For in-

stance, since one cannot confidently match a frontal face template

with a non-frontal face query image, one can build a non-frontal face

template and match the query image of the same pose. This follow-

the-change philosophy is realizable if one can (i) learn from the abun-

dant query (test) data, (ii) without forgetting the previous templates.

This is the fundamental concept of quality-based adaptation pro-

posed in [10]. The enrichment of the model by additional templates

can be accomplished using semi-supervised learning [13, 1, 12, 3]

with each template capturing an aspect of the data (i.e., captured in a

particular condition).

Our goal in this paper is to show that the quality-based adaptation

proposed in [10] is realizable. We achieve this by identifying three

strategies: (i) model-level adaptation, (ii) score-level normalization,

and (iii) the combination of the two, called “compound” adaptation.

Model-level adaptation copes with the changing environments (in-

cluding sensors) by adjusting the system (expert) parameters. This

operation requires that the authenticity of the candidate samples used

for adaptation be known (corresponding to supervised adaptation),

or can be estimated (unsupervised adaptation) using, for instance,

co-training [1, 12, 3], or self-training [13] algorithms. Score-level

adaptation/normalization, on the other hand, merely post-processes

the output of the expert system such that the resultant expert output
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Figure 1. The three conditions in the BANCA
database.

become independent of any condition.

An unique advantage of the above adaptation strategies is that they

are a flexiable way of tailoring any unimodal or multimodal biometric

system at the system level, without the need to access/modify the

underlying biometric features.

As a preliminary investigation, we shall limit the scope of study to

only supervised adaptation. Furthermore, the conditions are discrete

and are assumed to be known (manually labeled) for both the train-

ing and test samples1. We validate our proposals on the BANCA face

(video) and speech database which has clearly three types of con-

ditions (see Figure 1), namely controlled, adverse and cross-device.

With reference to the controlled condition, the adverse one is due to

biometric data acquisition in a noisy environment (keeping the sen-

sor to be the same) whereas the cross-device one is due to the use of

a different acquisition device. The quality of images acquired under

these conditions are clearly visible in Figure 1.

In summary, the novelties in this paper include: (i) proposal of

compound adaptation; (ii) investigation and comparison of two dif-

ferent quality-dependent score normalization strategies; and, (iii) em-

pirical comparison of the merit of the above three solutions on the

BANCA face (video) and speech database.

2 Methodology

The architecture of three adaptation strategies are shown in Fig-

ure 2. Figure (a) shows the system architecture with score-level adap-

tation. The fusion module takes the scores of each classifier (ex-

pert) in order to compute the final combined score. This is known

as “score-level fusion” [15]. The module called “score adaptation”

post-processes or calibrates the matching score before passing it to

the fusion module. The “Quality Assessment” module essentially la-

bels the conditions. Figure (b) depicts the architecture with model

adaptation. This module can be specified as follows:

model adaptation : samples, current model → new model (1)

The output of this operation is a new reference model capable of op-

erating in different conditions. The model can be iteratively updated

as data samples arrive in sequence (time) if the statistics specifying

the model are sufficient [4]. Finally, Figure (c) shows the architec-

ture of our proposed compound adaptation system. In Section 3, the

above systems will be compared with a baseline system which has no

quality assessment, model-level adaptation nor score-level adaptation

module.

1If the condition is unknown for a given sample, it can be potentially in-

ferred using quality measures [8].

2.1 Model-level Adaptation

The creation of statistical models is widely discussed in the lit-

erature. When a prior (current) model is available, this adaptation

is called Maximum a Posteriori (MAP). Different parametric models

for MAP adaptation can be found in [4]. Throughout our study, for

both the face and speech modalities, we use a more flexible statistical

model known as Gaussian Mixture Model. The GMM-MAP model

is commonly used as a density estimator to summarize the biomet-

ric features of an enrolled user (client). This is arguably the most

dominant state-of-the-art approach in the speaker recognition litera-

ture [11]. It is also being used in face recognition for its tolerance to

face localization errors [2].

For both the face and speaker recognition systems that we use

throughout this paper (see also Section 3), a “world” GMM model is

first derived from a large number of video files. Then, during en-

rollment, for each client (target user), we then adapted the world

model to the client data in order to obtain a client-specific GMM

model. For the non-adaptive (baseline face or speech) system, the

enrollment data consists only of samples acquired in the controlled

condition. However, for its counterpart system with (model-level)

adaptation, the enrollment data consists of samples acquired in all

the three conditions. Note that despite having trained with data in

three conditions, the adapted system has only one GMM model for

each client. Because of more training data in different conditions,

the system is also expected to better cope with test data in the three

conditions. During query/test, a score is computed as the likelihood

ratio between the client-specific GMM model and the world GMM

model [11].

2.2 Score-level Adaptation

In the sequel, we shall focus on score-level adaptation, one of the

two novelties of our proposal. Let us define Q ∈ [1, . . . , Q] to be a

discrete condition and there are Q conditions. Furthermore, let y be

a score resulting from the comparison of a biometric sample with a

reference model (template). The score y is a match (ω1) if both the

sample and reference model belong to the same person; otherwise,

the score is a non-match, denoted as ω0.

In our study, Q is known and it can be assumed that this is the

case in certain biometric applications. Otherwise, one will have to

discover Q by collecting as many operational samples as possible and

use a clustering algorithm, on the quality measures; this is a subject

of future investigation. For the BANCA database that we shall use

Q = 3 and each sample is known to be acquired in a particular Q

condition.

The dependency of the scores on the different conditions suggests

that the decision threshold should be condition-dependent as well.

The disadvantage of this approach is that the output is binary, i.e.,

the accept/reject decision, which will naturally limit the choice of fu-

sion to binary operators such as AND and OR. We therefore opt for

another approach which will normalize the scores in a condition de-

pendent way and whose output allows for the subsequent score-level

fusion. The most dominant form of score normalization is arguably

the Z-norm [5], but other forms exist, e.g., Bayesian-based normal-

ization, F-norm [9], and logistic regression [17].

We shall describe the Z-norm, Bayesian and logistic regression.

Z-norm is defined as:

g
Z
Q(y) =

y − µQ

σQ

(2)
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Figure 2. The system architectures with/without score-level and model-level adaptation

where µQ = Ep(y|ω0,Q)[y] and σQ = Ep(y|ω0,Q)[(y − µ)2], i.e.,

the first and second order statistics of the scores for the non-match

(impostor) population conditioned on Q2.

The method based on the Bayesian rule requires an estimate of

p(y|ωk, Q), from which the posterior probability that an observed

score is a match (from a genuine user) is obtained via the Bayes rule:

P (ω1|y, Q) =
p(y|ω1, Q)P (ω1)

P

k
p(y|ωk, Q)P (ωk)

(3)

where P (ωk) is the prior probability of class k. Rather than using

p(y|ωk, Q), a more direct method of estimating this posterior proba-

bility is via logistic regression:

P (ω1|y, Q) =
1

1 + exp
`

−(gLR
Q (y))

´ (4)

where

g
LR
Q (y) = w

(Q)
1 y + w

(Q)
0 (5)

and w
(Q)
1 is a scaling factor and w

(Q)
0 is known as bias. The ad-

vantage of using logistic regression is that much fewer number of

parameters is needed, i.e., only two parameters per condition.

For the compound adaptation, we propose to apply the normaliza-

tion procedure in (5) (without the logistic link/function) to the system

scores whose model has been adapted. Hence, the model-level adap-

tation takes place before the score-level adaptation.

2.3 Multimodal Fusion

We shall now introduce the fusion module, which is based on the

product rule. Let y′
m = gnorm

Q (ym) be the normalized score of

modality m where the norm method can either be logistic regres-

sion or the Z-norm. The combined score is simply calculated using

the sum rule:

ycom =
X

m

y
′
m (6)

Note that y′
m = gLR

Q (ym) is not posterior probability but “logit”.

The consequence of this is that (6) estimates the log-ratio of ω1 and

ω0 which approximates

X

m

log
P (ω1|ym, Q)

P (ω0|ym, Q)
∝ log

Q

m
p(ym|ω1, Q)

Q

m p(ym|ω0, Q)

hence implicitly the product rule, in accordance to the Naive Bayes

principle (assuming the independence of the modalities).

2Although Z-norm has been used to normalize speaker models, we are

not aware of its use for normalizing condition as done here. The Z-norm

presented here should not be confused with T-norm which involves matching

a query sample with a set of cohort templates/models in order to derive the

two statistics.

3 Experimental Validation

The BANCA database contains face and speech biometric modal-

ities recording from a camcorder, registering 52 subjects reading text-

prompted sentences as well as answering short questions. This is the

BANCA English subset. The sample images, for all three conditions

are shown in Figure 1. Each subject has 12 video recording sessions.

Sessions 1-4 were taken under controlled conditions; 5-8 adverse;

and, 9-12 degraded. The first session of each conditions were used

for (supervised) adaptation when using the model-level adaptation or

the compound adaptation (recalling that score-level adaptation does

not require training data specific to each enrolled user/client). The

remaining three sessions, i.e., 2–4, 6–8 and 10–12, are reserved as a

test set.

The BANCA database protocols divide the subjects into two

gender-balanced groups of equal size called g1 and g2. g1 is used

for training the score-level adaptation as well as threshold estimation;

and, g2, uniquely for testing.

The face expert represents a face image by a set of raster-scanned

image windows from which Discrete Cosine Transform is applied in

order to obtain a set of features known as “DCTMod2” [16]. The

back-end classifier is a Bayesian classifier using GMM-MAP as a

density estimator3.

The speech expert is based on the state-of-the-art GMM-MAP

based approach [11] except that the variability across sessions is re-

moved by factor analysis [7]. This technique is applied to all training

and test data prior to building a (client-specific) GMM-MAP adapted

model.

We evaluated four methods, corresponding to all four possibilities

of adaptation (see the first column of Tables 1(a) and (b)) on the face,

speech and the bimodal fusion settings, hence, a total of 12 problem

settings. In each problem setting, we also investigated Z-norm and

logistic regression for score-level adaptation (normalization). The

results are listed in Table 1 in terms of Equal Error Rate (EER). This

is the point at which the probability of a false accept is equal to the

probability of a false reject4.

Two very consistent results can be observed. First, for both the

Z-norm and logistic regression, score-level adaptation systematically

improves over the baseline (non-adaptive) systems. Second, model-

level adaptation is systematically better than score-level adaptation.

For compound adaptation, the results are not so consistent. For

instance, we observe that normalization using Z-norm is better than

3The face verification system used for these experiments is provided with

the Torch3vision (http://torch3vision.idiap.ch) library.
4Since EER is only a point in a DET/ROC curve, one should

also examine the entire curve. Due to lack of space, we pub-

lish the DET curves corresponding to all the 12 experiments in

http://personal.ee.surrey.ac.uk/Personal/Norman.Poh/data/expe/Qnorm



Table 1. Adaptation Experimental Results

(a) Z-norm

Adaptation EER (%)

Strategy Face Speech Fusion

None 19.37 4.80 4.77

Score 17.72 3.95 3.73

Model 9.69 2.29 0.76

Compound 10.48 2.18 0.69

(b) Logistic regression

Adaptation EER (%)

Strategy Face Speech Fusion

None 19.59 4.80 4.32

Score 15.31 3.38 2.82

Model 10.02 2.29 0.82

Compound 9.95 3.65 1.48

normalization using logistic regression for the speech modality and

fusion settings, and the reverse is observed for the face modality. Fur-

thermore, the compound adaptation, which involves both model and

score-level adaptation, was expected to be better than model-level

adaptation, but this is not always the case. A plausible explanation of

this is that the expert systems are based on statistical models and not

templates. Recall that although there are three conditions in the ex-

periment, there is only a single model per client. In a template-based

biometric system, there will be three templates per client, since there

is necessarily one template per condition type. Therefore, the aggre-

gate effect on the experts based on statistical models may be a re-

duced system score dependency on condition types (compared to the

model without adapting to the two other conditions, i.e., adverse and

degraded). A post-experimental analysis of the score distributions

(not shown here) confirms this. Nevertheless, the fact that Z-norm

is still effective for the compound adaptation implies that the system

(whose model has been) adapted to different conditions still needs

score normalization.

When comparing the unimodal versus bimodal fusion systems,

the gain in fusion is relatively small or none. This is not surprising

considering that the speech modality is several times better than the

face modality.

4 Conclusions

In this paper, we aspire to attenuate the adverse effect of cross-

device matching and changing acquisition conditions by adapting the

model, normalizing the score and both (compound adaptation). To

our knowledge, score-level as well as compound adaptation strate-

gies are novel. Furthermore, it is the first time in the literature that

these three strategies are compared on common ground. Our experi-

mental results suggest that not only biometric models should be adap-

tive, but the scores (hence implicitly the decision threshold) should

also adapt, in order to maximize the gain in performance. Future ex-

tensions include automatically identifying the number of conditions,

extending the investigation to semi-supervised adaptation, and inves-

tigating other forms of score normalization.
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