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Abstract

In this paper we propose an approach for action recognition based on a
vocabulary of local motion-appearance features and fast approximate search
in a large number of trees. Large numbers of features with associated mo-
tion vectors are extracted from video data and are represented by many trees.
Multiple interest point detectors are used to provide features for every frame.
The motion vectors for the features are estimated using optical flow and a
descriptor based matching. The features are combined with image segmenta-
tion to estimate dominant homographies, and then separated into static and
moving ones despite the camera motion. Features from a query sequence
are matched to the trees and vote for action categories and their locations.
Large number of trees make the process efficient and robust. The system is
capable of simultaneous categorisation and localisation of actions using only
a few frames per sequence. The approach obtains excellent performance on
standard action recognition sequences. We perform large scale experiments
on 17 challenging real action categories from various sport disciplines. We
demonstrate the robustness of our method to appearance variations, camera
motion, scale change, asymmetric actions, background clutter and occlusion.

Keywords: Action recognition, feature extraction, dominant motion
compensation, sport action classification.

1. Introduction

Significant progress has been made in classification of static scenes and
action recognition is receiving increasing attention in computer vision com-
munity. Many existing methods [5, 9, 37, 40, 45, 49] obtain high classification
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scores for simple action sequences with exaggerated motion, static and uni-
form background in controlled environments. It is however hard to make a
visual correspondence between a lab controlled action and a real action of
the same category as their appearance, motion and clutter significantly differ.
Real action scenes represent a challenge rarely addressed in the literature.
Our main goal in this paper is not only to propose a generic solution which
could handle actions in real environment, but also to demonstrate how the
performance for the controlled environment and the real one can differ. An
illustration of frequently used action recognition benchmark data and real
example of the same category is in Figure 1. The need for using real world
data is argued in image recognition community i.e. in the Pascal Visual Ob-
ject Classes Challenge [6] the 2010 challenge includes an action recognition
teaser. The TREC Video Retrieval Evaluation is another example of large
community efforts to provide a real application data and independent evalua-
tion benchmark. TRECVid also introduced a human action detection task in
airport surveillance videos. Initial results for this data with spatio-temporal
descriptors and bag-of-words are reported in [53].

Box punch
Box punch Box punch Box punch

Figure 1: Examples of an object-action category from frequently used action recognition
benchmark and realistic example of the same action category. Note the clutter, occlusion,
possible viewpoint change and appearance variations.

In this paper we address the problem of recognising object-actions with
a data driven method, which does not require long sequences or high level
reasoning. We build on our previous work from [33, 35, 48] which we combine
together and modify the system components to optimise the efficiency and
recognition accuracy. The main contribution is a generic solution to action
classification including localisation of objects performing actions. We draw
from existing work recently undertaken in recognition and retrieval of static
images [23, 32, 42]. Our approach follows the popular paradigm, which is
the use of local features, vocabulary based representation and voting. Such
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systems have been very successful in retrieval and recognition of static im-
ages. However, recognition of actions is a distinct problem and a number of
modifications must be proposed to adopt it to this new application scenario.
Compared to existing, approaches which usually focus on one of the issues
associated with action recognition and make strong assumptions about the
camera motion or background, our system can deal with appearance varia-
tions, camera motion, scale change, asymmetric actions, background clutter
and occlusion. So far, very little has been done to address all of these issues
simultaneously. The key idea explored here is the use of large number of fea-
tures represented in many search trees, in contrast to many existing action
classification methods based on a single, small codebook and SVM [5, 38, 45].
This message also comes from the static object recognition [6], where effi-
cient search methods using many different features from large number of
examples provide the best results. The advantage of using multiple trees has
been demonstrated in image retrieval [42]. In this paper the trees are built
from various types of features, representing appearance-action models and
are learnt efficiently from videos as well as from static images. Moreover,
we use a simple nearest neighbour classifier unlike other methods based on
SVMs [5, 38, 45], although for comparison we also provide results with SVMs.

Another contribution of this paper is a feature extraction approach with
dominant motion compensation. The features represent local appearance
combined with local motion information extracted from a video regardless
the camera motion and background clutter. These features allow accurate
classification and localisation of multiple actions performed simultaneously.

Among other contributions, we implement an object-action representa-
tion which allows to hypothesise an action category, its location and pose
from a single feature. We show how to make use of static training data and
static features to support an action hypothesis. In contrast to the other
systems our method can simultaneously classify the entire sequence as well
as recognise and localise multiple actions within the sequence. Finally, we
consider the use of new action categories and recognition results reported in
this paper as one of our major contributions.

1.1. Relevant work

Early approaches to human centred motion analysis have been reviewed
in [1] under three categories: body parts motion analysis, tracking, and ac-
tivity recognition. It is argued there that ‘the key to successful execution
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of high-level tasks is to establish feature correspondence between consecu-
tive frames, which still remains a bottleneck in the whole processing’. A
decade has passed since this review but the observation is still valid and our
approach is focusing on improving the quality of feature correspondence for
action recognition task.

Recently, a boosted space-time window classifier from [18] was applied to
real movie sequences in [21, 22]. However, boosting systems are known to
require weak classifiers and large number of training examples to generalise,
otherwise the performance is low. Also space-time features, space-time pyra-
mids and multi- channel non-linear SVMs do not allow for efficient processing
of large databases.

Another frequently followed class of approaches is based on spatio-temporal
features computed globally [3, 7, 52] or locally [5, 9, 38, 45]. Both methods
suffer from various drawbacks. Global methods cannot recognise multiple ac-
tions simultaneously or localise them spatially. In these methods recognition
can be done by computing similarity between globally represented actions
using cross-correlation [7] or histograms of spatio-temporal gradients [52].
Spatio-temporal interest points [20] result in a very memory efficient repre-
sentation but are too sparse to build action models robust to camera motion,
background clutter, occlusion, motion blur etc. Moreover, local features are
often used to represent the entire sequence as a distribution, which at the
end results in a global representation. It was demonstrated in [49] that as
few as 5 to 25 spatio-temporal interest points give high recognition perfor-
mance on standard test data. We argue that this number is insufficient for
real actions. The need for more features has been observed in [5], where
Harris interest point detector was combined with a Gabor filter to extract
more spatio-temporal points. This argument was also emphasised by [9, 38],
which proposed a hybrid of spatio-temporal and static features to improve
the recognition performance. This shifts the attention from motion towards
the appearance of objects performing actions. In this context it seems more
appropriate to address object-action categorisation problem rather than ac-
tion via motion only.

A different class of approach relies upon one strong assumption that body
parts can be reliably tracked [43], even though existing tracking tools often
fail in real video data. These methods use relatively large temporal extent
and recognise more complex actions often viewed from multiple cameras, thus
are less relevant to this work.

Another frequent assumption in the literature is a static camera and uni-
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form background. This is valid for many surveillance applications but not
for the general action recognition problem. In [21] the camera was assumed
to be fixed. The action recognition approach from [51], claims to be the
first to deal with camera motion, explored multi-view geometry. This solu-
tion however requires multiple camera setup or very similar actions captured
from different viewpoints, which limits the range of possible applications.
Other work relevant to camera motion estimation and dominant plane seg-
mentation perform combined motion and image segmentation [47] or plane
estimation [50], but these are concerned with either precise segmentation of
moving regions or accurate reconstruction of 3D scene structure. Iterative
estimation of dominant planes based on optical flow was also explored for
robot navigation in [41]. A recent approach that addresses similar problems
is from [26]. A divisive information-theoretic algorithm is employed to group
semantically related features and AdaBoost is chosen to integrate all features
for recognition. Realistic data was considered but the training complexity of
this approach is high.

A number of recently proposed methods attempt to deal with complex
scenes, background clutter, occlusion, large variations in appearance and
motion. The volumetric features have been extended in [19] to handle oc-
clusion of individual features. Colour based segmentation of spatio-temporal
volumes was applied to the video and the volumetric segments were then
efficiently matched to models. Sequences without significant camera motion
were considered and manual interaction was required.

The complementary nature of appearance and motion features was also
emphasised in [15]. Their main concern however was the inaccurate align-
ment of action locations in space-time volumes, which makes it difficult to
match test examples against the training data. A static camera was assumed,
and background subtraction used, for extracting appearance features. Their
main contribution was a simulated annealing multiple instance learning SVM
that iteratively evaluates action candidates and allows relabelling of training
examples if their scores are low, to build a more accurate classifier. The
classification however requires initialisation of action location, which was
achieved with a head detector.

Another related approach was proposed in [17]. They focused on simi-
lar problems to our paper but addressed them differently. Spatio-temporal
interest points were considered as votes in the video volume with weights esti-
mated as log likelihood ratios calculated from positive and negative matches.
Fast matching was done using Locality Sensitive Hashing [13]. The main con-
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tribution however was in efficient extension of sliding window with branch-
and-bound to search in a 3D volume for the sub-volumes of actions. Our
approach avoids the problem of searching for sub-volumes as the action loca-
tions are indicated by local maxima in the voting space and not by undefined
volumes. Moreover, the problem of camera motion is not addressed there.

A biologically inspired system based on a neurobiological model of motion
processing was investigated in [16] as an extension of their image classifica-
tion method. The system consists of a hierarchy of spatio-temporal feature
detectors of increasing complexity followed by the SVM classifier. Back-
ground subtraction was applied to reduce the area over which the proposed
high complexity features were computed.

An efficient prototype based approach for action recognition robust to
moving cameras and dynamic background was proposed in [25]. Tree based
prototype matching and look up table indexing was adopted to search in
a large collection of prototypes. The proposed representation is a binary
silhouette combined with the motion fields computed for bounding box of
human performing actions. A human detector or background subtraction is
necessary for this system to provide bounding boxes. Moreover, the motion
compensation is done by a simple median of flow vectors which assumes single
plane normal to the camera axis.

In contrast to the methods discussed above our approach does not require
additional object detectors or manual interaction, does not assume simple
background model or static camera, and last but not least it is applicable to
any object-action category, including humans.

1.2. Overview

The main components of the system are illustrated in Figure 2. The
representation of object-action categories is based on multiple vocabulary
trees. Training of object action representations starts with feature extrac-
tion which includes scale invariant feature detection, motion estimation, and
region description discussed in Section 2. Motion vectors of features are then
compensated with dominant motion which is estimated in Section 3. These
features are used to build appearance-motion model of object-action cate-
gories that is discussed in Section 4. Fast matching is done by approximate
nearest neighbour search with randomised kd-trees as explained in Section 5.
Section 5.2 discusses the recognition where features and their motion vectors
are first extracted from the query sequence and matched to the trees. The
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Figure 2: The main components of the feature extraction and the recognition system.

features that match to the tree nodes accumulate scores for different cate-
gories and vote for their locations and scales within a frame. The learning
and recognition process is very efficient due to the use of many trees and
highly parallelised architecture discussed in Section 5.3. Finally, experimen-
tal results are presented in Section 6.

2. Local features

Local features with associated motion vectors are the crucial elements of
our object-action representation. The features are localised by four different
detectors and described by gradient location orientation descriptor. The
dimensionality of descriptors is reduced and the features are tracked to obtain
motion vectors. The details of these operations are given in the following
sections.

2.1. Interest points

Given the frames of action sequences we apply various state-of-the-art
interest point detectors: Maximally Stable Extremal Regions (MSER) [29],
Harris-Laplace and Hessian-Laplace [34], and Pairs of Adjacent Segments
(PAS) [10]. Thus, we extract four types of image features which repre-
sent complementary information from the image i.e. blobs, junctions and
contours. These features proved very powerful in many recognition sys-
tems [23, 32, 39] and we adopt them by introducing modifications discussed
below.
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Harris-Laplace and Hessian-Laplace. Hessian-Laplace extracts various
types of blobs and Harris-Laplace finds corners and other junctions. The
features are robust to image noise, blur, photometric and geometric changes
and their number can be controlled with a single parameter [31, 30]. The
density of features in the image is crucial for reliable recognition in particular
when the object of interest occupies only a small part of the image.
Maximally Stable Extremal Regions (MSER). This detector provides
very stable and repeatable blob-like features of high localisation and scale
accuracy. However, the evaluation in [31] revealed that the recognition per-
formance suffers from low number of such features. To increase this number
we run the MSER detector at 2 image scales of a grayvalue image, red-green
as well as blue-yellow projected images if color is available. This results in 6
versions of the input image which are then processed with the same MSER
detector.
Pairs of Adjacent Segments (PAS). Inspired by the method proposed
in [10] we design shape features that explicitly handle background clutter.
It is based on edges on the boundaries of segments within the measurement
region. We first apply Canny detector and efficient graph based segmen-
tation [8] to the input image. The outcome of these two methods is then
combined to select edges of the boundaries of neighbouring segments. The
connected edges are separated into contours that belong to the same seg-
mented region (see Figure 3(c-e)) and into edge primitives that do not exhibit
sudden gradient orientation changes. Each pair of connected edge primitives
form an individual feature (e.g., Figure 3(f)). The average of edge point
coordinates determines the centre of the feature and the square root of the
determinant of their covariance matrix gives an estimate of the feature scale
(size). Thus, the scale estimation is not affected by the background unlike in
the interest points (cf. Figure 3(b)). Using pairs of edges provides robustness
to background clutter but reduces the discriminative power of a feature.

2.2. Feature descriptors

Each feature is described by a set of parameters: (x, y) - location, σ - scale,
which determines the size of the measurement region, β - dominant gradi-
ent orientation angle, which is estimated from gradient orientations within
the measurement region [34]. Given these parameters the measurement re-
gion can be normalised to a fixed size and orientation and we can compute
a Gradient Location-Orientation Histogram (GLOH) [34]. The descriptor
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Figure 3: Local Features. (a) Image. (b) Example of interest point with measurement
region. (c) Canny edges. (d) Segmented region. (e) A connected edge with different
segments in color. (f) PAS feature. (g) Location grid of GLOH descriptor.

has different parameters adapted to feature type. Interest points (Hessian-
Laplace, Harris-Laplace and MSER) are described with 17 bins in log-polar
location grid and 8 orientation bins over 2π range of angles, thus 136 di-
mensional descriptor (cf. Figure 3(g)). The segment features use 17 bins
in log-polar location grid and 6 orientation bins over π range of angles, re-
sulting in 102 dimensions. The direction of the edge gradient is discarded
and orientation only is used in PAS, hence π range of angles. There are
100s up to 1000s of features per frame in contrast to other action recognition
methods [5, 45, 49] which extract only 10s of spatio-temporal features but do
not deal with sequences containing more than one action, camera motion or
complex background. An example frame with a subset of detected interest
points is displayed in Figure 4(a).

2.3. Dimensionality reduction

High dimensional features are very discriminative, slow to compute the
similarity distance and make data structures for fast nearest neighbour search
ineffective. Dimensionality reduction makes it possible to avoid these prob-
lems and has positive effect on the robustness of the descriptor to intra class
appearance variations. Recently, a dimensionality reduction techniques more
effective than PCA, yet based on global statistics was introduced in [33, 36].
Two global covariance matrices C and Ĉ are estimated for correctly matched
and non-matched features, respectively, from image pairs representing the
same scenes from different viewpoints:

C =
∑
lij=1

(xi − xj)(xi − xj)
T ; Ĉ =

∑
lij=0

(xi − xj)(xi − xj)
T (1)

where x are feature vectors; lij is a label equal to 1 if xi and xj are correctly
matched features and 0 otherwise. The matrices are then used to compute a
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set of projection vectors v by maximizing:

J(v) =
vT Ĉv

vTCv
(2)

Since correctly matched features are difficult to identify in category recogni-
tion we adopt a different strategy. Given a feature extracted by a combination
of detector-descriptor (e.g., MSER and GLOH) we generate 20 additional fea-
tures by rotating, scaling and blurring its measurement region and compute
new descriptors. In this way we generate matched regions by warping patches
and intra-class covariance matrix C is then estimated from their descriptors.
Non-matched features are randomly collected from the entire set to estimate
inter-class covariance matrix Ĉ. Maximising the ratio of matrices gives the
projection vectors v in a similar way to popular Fisher Discriminant Analy-
sis [11].

We select a number of eigenvectors associated with e largest eigenvalues to
form the basis for linear projections. The parameter e is different for various
feature types and automatically determined by the sum of eigenvalues which
is equal to 80% of the sum of all eigenvalues. This typically results in 10 to
30 dimensions out of original 102 and 136 of GLOH. The descriptors from
warped regions are also used to estimate the similarity threshold that is used
for matching in motion estimation as well as for the recognition in Section 5.
We build a histogram of similarity distances (Euclidean) for matched and
non-matched descriptors to select the threshold between them. Note that
each feature type (detector-descriptor) is projected with different set of vec-
tors to reduce the number of dimensions and the features are compared only
within the same type. It leads to great reduction of memory requirements,
increase of efficiency and more importantly it makes the kd-tree structures
very effective.

2.4. Motion estimation

To represent an action it is essential to use a reliable local motion esti-
mator. There has been a lot of work in the area of feature tracking with
important contributions from [46]. We follow this approach and use a pyra-
midal implementation of the classical Lucas-Kanade Tracker (KLT) [28]. The
optical flow is computed at the lowest level of the pyramid and then propa-
gated to the higher levels. Thus the lower level provides an initialisation for
tracking at the higher resolution. The number of pyramid levels is 4 and the
used patch size is 15x15 pixels. These parameters provide a good tradeoff
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between the accuracy of the motion estimation and the robustness to large
motion, zoom, and light changes. This operation gives an estimate of motion
magnitude and direction for each feature extracted in the previous stage.

(b) (c)(a) (d)

Figure 4: A subset of detected point features and their tracks over 10 frames based on
KLT tracker and GLOH. The frames illustrate tracks for (a) static camera, (b) handheld
camera, (c) panning, (d) zooming.

In addition to the optical flow based tracking, which is efficient but often
gives erroneous motion vectors, we apply a descriptor based verification to
reject the uncertain motion vectors. Every match candidate indicated by the
optical flow vector is verified by computing similarity score between descrip-
tors using the Euclidean distance. If the distance is larger than the threshold
the pair of matches is removed from the set. A substantial number of points
which are due to occlusion and background clutter are removed, it is therefore
crucial to start with a large number of features so that a sufficient number
remains after tracking and matching. Typically there are on average 1500
features per frame (320×240) from all the detectors. Note that some features
do not move. These features are labeled static and serve for refinement of
object-action hypotheses, which is discussed in Section 5.2. Figure 4 shows
example frames with feature tracks for various types of camera motion. Note
that for the handheld camera displayed in Figure 4(b) there is noticeable mo-
tion even though the camera was held still. This shows the necessity of using
multi-plane motion compensation otherwise the field of possible applications
is limited to fixed cameras only.

3. Motion compensation

Given a number of features with associated motion vectors extracted from
consecutive frames the problem is to separate the local motions characterising
the actions from the dominant camera motion. Frequently used single plane
assumption does not hold in many applications as there is often the ground
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plane and the background plane in the outdoor scenes or even more planes in
the indoor scenes. This requires image segmentation into multiple dominant
motion planes which can then be used to correct the local motion vectors.
We approach this problem by combining colour based image segmentation,
already exploited for feature extraction (cf. Section 2), with estimation of
dominant homographies.

Figure 5: Segmentation results with displayed features for different frames. The features
within the obtained regions are used to estimate homography per segment. Note that the
regions belong to ground plane, background or individuals performing actions.

3.1. Image segmentation

The purpose of the segmentation maps is to identify features that po-
tentially belong to the same physical surface. Different planes are often
separated by colour or intensity gradients which are detected by the segmen-
tation method. Figure 5 shows examples of segmented frames with displayed
keypoint features. Given the detected features and the segmentation mask
we allocate features to segments. A feature is allocated to a segment if a disk
of 5 pixel radius centred on this feature overlaps with the segment. Feature-
to-segment allocation is represented by Sf matrix (cf. Figure 6(a)), where
Sf (Sm, fi) = 1 indicates that feature fi belongs to segment Sm. Note that a
feature can belong to several segments.

3.2. Homography estimation

Homography is the appropriate model as perspective distortions are fre-
quent in both indoor and outdoor scenes. The homography estimation is
done for every segment with more than 10 features by applying RANSAC
(RANdom SAmpling Consensus) to the features allocated to the segment.
RANSAC samples 4 points at every iteration and estimates the homogra-
phy. The homography is obtained if the number of inliers from the segment
does not change for more than 10 iterations or the maximum number of 100
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Figure 6: Inliers selection. (a) Feature to segment matrix of inliers. (b) Homoraphy esti-
mation from segment features. (c) Feature to homography matrix of inliers. (d) Combined
segment and homography matrix of inliers.

iterations is reached. After processing the segments we obtain a list of homo-
graphies (cf. Figure 6)(b). The result of this operation is also matrix Hf (cf.
Figure 6(c)) which indicates features from the whole image that are inliers to
the homographies. Given the matrices the task is now to select the homogra-
phy with the largest number of inliers. Matrix HS is the product of matrices
Sf and Hf , and represents the number of inliers for every segment Sm and
homography Hn (cf. Figure 6(d)). Next, the inliers are added column-wise
and the dominant homography is indicated by the column with largest num-
ber of inliers: max(

∑
h). Given the dominant homography we iteratively

merge segments which contain more than 80% of inliers to this homography
HS(Sm, Hn)/

∑
s ≥ 0.8, The merged segments are then removed from matrix

Sf by removing the corresponding rows. New matrix HS is produced and
the procedure is repeated to find the second dominant homography. This
is repeated for 3 dominant homographies if there are more than 20% of the
initial number of features remaining in Sf and Hf matrices. The remaining
small segments are merged with the surrounding areas. These are usually
the outliers representing local action motion. Figure 7 shows the dominant
plane segmentation for the frames presented in Figure 4.

3.3. Motion compensation

Motion compensation is crucial when there is a camera motion but it
is often difficult to identify the foreground and the background from purely
data driven segmentation in particular when there are close up views of
object-actions. Given the dominant planes and their homographies between
frames we can obtain the plane motion for any point in the frame. We
subtract the plane motion from the motion of all local features that were
allocated to this plane during the homography estimation. In this way only
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Figure 7: Result of merging regions from Figure 5 that have similar homographies be-
tween frames. (a) Static camera. (b) Handheld camera with small motion. (c) Camera
panning. (d) Zooming. Note that the merging resulted in correctly separated ground and
background planes.

the motion vectors different from the plane motion remain. This is done
for every dominant plane in the frame. The same holds for features on the
boundaries between two planes where both homographies are valid. The main
risk with this approach is that one of the object-actions can be identified as
a dominant plane and its motion would then be canceled. The impact of
this on our action recognition results is not significant as: (1) we use only 3
dominant planes at most; (2) the local motion is more discriminative than
the global one. For example, the global forward motion in running or jogging
is the main source of ambiguity between these actions, therefore cancelling
it and recognising from local motion only can be beneficial. The proposed
method is reliable as long as the background is piecewise planar and a plane
contains more features that move according to a perspective model than
the the foreground. This is a frequent scenario which causes problems if
no motion compensation is done. In crowded scenes acquired from a short
distance the clutter is high and inconsistent motion of individuals introduces
noise. In that case the number of features that follow perspective motion is
small, the estimate is deemed unreliable and no compensation is done.

Figure 8: Motion compensated frames. Compare with frames in figure 4, respectively.
Note that only trajectories of features that differ from the plane motion remain.

Motion compensated features in our example frames are displayed in Fig-
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ure 8. It can be observed that only local motions remain which are then used
to recognise the actions.

4. Action representation

This section discusses the representation of action object categories used
in our system. We first present the model that captures relations between
features and then discuss the vocabulary construction.

4.1. Shape model

Our category representation consists of object parts, their motion direc-
tions and relations between parts. The parts are visual words (local features)
represented by appearance descriptors with associated motion vectors (cf.
Sec 2). We use a star shape model to capture the relations between object
and its moving parts. Similar model was successfully used for object detec-
tion in [23, 24, 32] and it is adapted here to actions. The training frames are
annotated by bounding boxes which allow to estimate the size and the center
of the training example, hence feature location, scale and orientation with
respect to the object. Figure 9 shows the representation with local features
and parameters estimated during training which are then used to recognize
and localize an object-action instance. Each feature contains occurrence pa-
rameter vector r = [a, x, y, σ, d, β, γ, φ, µ]; a - label of the action category,
(x, y) - feature coordinates, σ - scale (blue circles in Figure 9 or Figure 3), d
- distance to the object center, β - dominant gradient orientation angle, γ -
angle between the vector to the object center and the gradient orientation,
φ - angle between the motion direction and the gradient orientation, and µ -
motion magnitude. Angle γ is invariant to similarity transformations. With
these parameters we can construct a local coordinate system for every query
feature. The local coordinate system is defined by the origin xq, yq, orienta-
tion of the axis given by angle βq and scale σq. Thus, given a single match
to a model feature we can hypothesise the action label, calculate location as
well as the pose of an object-action instance in the local coordinate system.
Every query feature can draw a hypothesis if its appearance and motion is
similar to the model feature. Given a match between query feature q and
model feature m the centre of the hypothesis is computed by:[

xh
yh

]
=

[
xq
yq

]
+
σq
σm

dm

[
cos(βq − γm)
sin(βq − γm)

]
(3)
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Figure 9: Object-action representation. Examples of features with motion-appearance
parameters for jogging (a) and boxing (b). (c) Local coordinate system defined by a query
feature and hypothesised object centre based on a single match between the query feature
and the model. (d) Voting space for one object-action category with votes, where the disk
size illustrates the weight of the vote and the cluster of votes indicates an action centre.

where indexes q and m indicate the query and the model feature parame-
ters, respectively. (xh, yh) is the location of the action hypothesis within the
image, σq/σm is the scale of the hypothesis w.r.t the model, and βq − βm is
its orientation angle (see Figure 9(c)). The aspect ratio of the category is
learned from the training data and represented by the average of all training
examples. This is multiplied by the scale of the hypothesis during recogni-
tion.

The angle between the dominant gradient orientation and the motion
direction of a feature is characteristic for a given time instance of an object-
action category and it is used during recognition together with the appear-
ance descriptor to establish a match between a query feature and a model
feature.

4.2. Vocabulary construction

In the proposed representation the appearance descriptor, which requires
more memory than occurrence parameters, can be shared among various
action categories (see Figure 9) resulting in a compact representation. A
visual word can then be assigned multiple occurrence parameter vectors r.
There are many methods for constructing a visual vocabulary, most of them
based on clustering of features [23, 32, 39]. In our experiments with large vo-
cabularies (≥ 1M) the visual words obtained by clustering descriptors or by
randomly sampling descriptors lead to very similar performance, however the
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latter is much less computationally intensive. We therefore randomly sample
400000 descriptors from each of the 4 detector-descriptor types, which form
a visual vocabulary of 1.6M words. Additional advantage of the randomly
built set is its redundancy, which significantly improves the matching accu-
racy. The size of the vocabulary is limited by the efficiency of matching,
which is discussed in the next section.

5. Recognition with search trees

In this section we present our approach to fast matching of features to
the vocabulary. We exploit the idea of randomised kd-trees successfully used
in image retrieval [42]. In contrast to [35] where the objective was to cluster
and compress the amount of information in the feature set, we now focus
on the Approximate Nearest Neighbour (ANN) search [2, 33] with kd-trees,
which is much more efficient than with flat codebooks in [5, 23, 37, 38, 45]
or metric trees in [33, 35, 39]. The loss of matching accuracy due to ANN
is compensated by the large number of trees, redundancy in the vocabulary,
and significantly increased number of leaf nodes (visual words) that can be
searched efficiently.

The process discussed here is applied to each of the 4 vocabulary types.
We start by partitioning the vocabulary into subsets of equal sizes, again by
random sampling. The number of partitions is a predefined parameter and it
is directly related to the number of available CPUs. The more variability of
the descriptors in the partition the better matching accuracy, hence random
sampling. We therefore build a kd-tree for every partition and use the set of
trees for recognition as discuss in Sec 5.1 and Sec 5.2 .

5.1. Tree construction

Kd-tree. A kd-tree structure [33, 42] is built for each subset of visual
words. The features are already projected to 10-30 discriminative dimensions,
therefore we randomly select one dimension di and use its median value
as threshold ti. The index of the selected dimension and the threshold is
recorded in the top node and the data is split in two children partitions
using this threshold. The selection of a dimension and threshold for the
children partitions continues as long as the variance in the dimension exceeds
a threshold. This threshold is not critical and can be set very small such
that every leaf node contains a single feature. Larger thresholds may slightly
accelerate the tree construction. See Figure 10 for illustration. An alternative
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approach to fast search can be Locality Sensitive Hashing [13]. Our features
however are low dimensional for which kd-trees are preferred choice.
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Figure 10: Kdtree with split dimension d, threshold t in the nodes and example path of
query feature fq in blue with multiple trees. Visual words are leaf nodes with weights wn

and occurrence parameters rn.

Approximate Nearest Neighbour (ANN) matching. Given a query
feature, its value in predefined dimension di is first compared to threshold ti in
the top node. Depending on the outcome a different dimension is considered
from the child cell in exactly the same way. This continues until the query
feature reaches the leaf node of the tree (cf. Figure 10). There are many
different search strategies that can be applied here such as priority queues,
branch and bound, limited number of visited nodes etc. We use the error
bound which terminates the search if the distance from the closest cell to the
query exceeds δ = d(fq, fNN)/(1+ε), where d(fq, fNN) is the distance between
query feature fq and nearest neighbour (NN) found so far fNN ; ε is a positive
termination parameter. In other words this approach guarantees that no
subsequent point to be found can be closer to fq than δ. Detailed discussion
on the selection of ε and performance implications can be found in [33].
Multiple trees allow to generate more matches for object-action localisation
which significantly improves the recognition performance. Furthermore, the
proposed architecture of multiple trees makes it possible to parallelise the
processing as the matching can be performed simultaneously in all trees. We
use this technique during training and recognition.
Training. The training consists of estimating importance weights of the leaf
nodes (visual words) and assigning occurrence parameters. Each leaf node
contains a vector of weights wn = [wn,0, . . . , wn,a, . . .], where weight wn,a
indicates how discriminative node n is for category a. The weight estimation
is performed by matching features from all positive and negative examples to
the trees. This returns one nearest neighbour match per tree for every query
feature. We use all NN matches to estimate the weights and occurrences.
We first estimate the probability to match node n by features from positive
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examples pn,a = Fn,a

Fa
, which is the ratio of the number of training features

Fn,a from a that matched to this node to the number of all features in this
category Fa. We set Fn,a = 1 if no feature matched to node n. In addition to
the positive training data we also use background category b which consists of
image examples of scenes without our object-action categories. Background
data is used to estimate pn,b =

Fn,b

Fb
. The weight of the node is then given

by wn,a = log(pn,a

pn,b
). In addition to the weight vector wn, each leaf node

contains a list of parameter vectors rn,i = [an,i, dn,i, σn,i, βn,i, γn,i, φn,i, µn,i]
from the features that matched to this leaf node. These parameters allow us
to hypothesise the positions and scales of object-actions during recognition
as discussed in Section 4.1.

5.2. Recognition

Given the trained trees the recognition starts by extracting features from
the query sequence. In addition to the process described in Section 2, we com-
pute a symmetric copy of each query feature to handle asymmetric object-
actions. This is done by swapping bins in the GLOH descriptor and inverting
parameters (xq, βq, γq, φq) with respect to the dominant gradient direction.
In this way with very little overhead we can handle various actions performed
in symmetric directions, e.g., walking, even if the training set contains exam-
ples in one direction only. Note that this handles only actions symmetric to
those captured in the training data i.e. walking towards camera result in dif-
ferent appearance than moving to the left of the camera since the viewpoint
changes. Next, the number of dimensions is reduced with the projection
vectors estimated during training (cf. Section 2) and features are matched
to the trees. Each query feature fq from frame t accumulates weights for
different categories from all the leaf nodes (visual words) it matches to:
wa,t,f =

∑
n ka,φwn,a,f , where ka,φ is the fraction of occurrence vectors rn,i

of class a for which the motion angles agree |φq − φn,i| < Tφ. If fq is static
or motion angles are different the weight is labeled static.
Sequence classification. To classify the sequence we integrate the weights
over motion features and frames: wa =

∑
t

∑
f wa,t,f . In contrast to [38] we

do not use the static features here, otherwise they dominate the score and
we cannot distinguish between similar categories, e.g., running and jogging.
The action is present if its accumulated weight wa exceeds a fixed threshold.
Thus, the classification is based on features in motion only.
Action localisation. To find the location and size of the object performing
an action we use the occurrence vectors rn,i associated with every leaf node.
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A 3D voting space (x, y, σ) is created for each object-action category (cf.
Figure 9(d)). The voting space is quantised such that the locations bins x, y
are 10 pixels large and the scale is distributed exponentially σn = 1.2σn−1,
according to scale space theory [30]. Query feature fq matches to a number
of leaf nodes. Parameter vector rq of query feature fq that matches to leaf
node n casts a vote in the 3D space for each parameter vector rn,i stored
in that node if the motion angles are similar |φq − φn,i| < Tφ. The weight
wa,t,f is equally distributed among all the motion votes (matched leaf nodes)
cast by this feature and the corresponding bins in the voting space are in-
cremented by these votes. The coordinates of the bins are computed with
Eq. 3. Features from 5 neighbouring frames in each time direction are in-
cluded to populate the voting space. Once all the features in motion cast
their votes, the hypotheses are given by local 3D maxima in the voting space
(cf. Figure 9(d)).
Refinement. Local maxima in the voting spaces are often drawn by only
a few features in motion. We use static votes to improve the robustness of
the recognition process. The 3D space bin which corresponds to the local
maximum as well as its neighbouring bins are incremented by the weights of
the static votes pointing to these bins. Thus, the motion based hypothesis is
supported by the object appearance. This often changes the ranking of the
hypotheses and improves the localisation accuracy. If the action hypothesis
is due to noise in the motion field, there are usually few additional static
features that contribute to the score. The scores are thresholded to obtain
the final list of object-actions with their positions and scales within the frame.
In addition to that, from all the votes contributing to the local maximum
we can compute a histogram of βq − βn,i and estimate the global pose angle
which is then used to rotate the displayed bounding box. Pose angle can
be incorporated in the voting space as a 4th dimension, however it results
in a very sparse distribution of votes and less reliable local maxima. Pose
estimation is is not used for the evaluation in Section 6.
SVM validation. Following the trends in computer vision community we
add an optional validation step based on non-linear SVM. For that a his-
togram of features formed by the leaf nodes (visual words) of the trees is
build and used to represent the candidate. Histograms for training examples
are computed in a similar way and we use up to 30 action examples per cat-
egory. We compute the χ2 distance between the candidate and the training
examples, which gives a 30 dimensional vector. This vector is then fed into
SVM. Similar technique can be used for classification, however, we focus on

20



the efficiency of the system and this validation step is only for the sake of
experimental comparison.

5.3. Efficient implementation

Many recognition systems work sequentially, which requires large memory
and high computational power. Alternatively, GPU processors are deployed
to speed up image processing. We adopt a different strategy to achieve
high efficiency of training and recognition. Our system is designed such
that many operations can be done independently and simultaneously. This
makes it possible to parallelise the training and recognition and run it with
multiple processes on a single or many machines if available. The features
are extracted and partitioned into subsets and all the trees are then trained
in parallel. For example, 5000 frames of action sequences give approximately
7M features of which we build 32 trees from randomly sampled subsets each
containing 50000 visual words. It takes approximately 2h to train the system
on eight Pentium IV 3GHz machines but running it in a sequential way takes
26h. Estimating the training time without separating features into subsets
was beyond our time constraints. Recognition takes 0.5s up to 3s per frame
but it largely depends on the number of features extracted from the image.
SVM based classification adds additional 5s. The main bottleneck of the
processing is the feature extraction and motion compensation which take
90% of the processing time.

6. Experimental Results

This section discusses the experimental setup, results for motion compen-
sation and performance of our action recognition system on various data.

6.1. Experimental Settings

Data. We use several datasets to train and evaluate the performance of our
system. The KTH action sequences were introduced in [45] and frequently
used in many action recognition papers [5, 37, 40, 49]. We present the results
for this data and compare to the others methods. However, recognition per-
formance reported in the literature for the KTH data has already saturated
on the level of 90-100%. Similar observations can be made for Weizmann
action sequences [12]. We therefore acquired a more challenging sequence of
actions which are included in the KTH set, but performed simultaneously
with more complex background, occlusion and camera motion. Example
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frames are displayed in Figure 11(middle and bottom rows). This sequence
is named multi-KTH and is used for testing only. To train and test the system
we annotated every 5th frame of each sequence with bounding boxes using an
interactive interface supported by colour based Mean Shift tracking. In to-
tal, we annotated 11464 frames from 599 sequences of 6 KTH categories and
753 frames from multi-KTH sequence. Automatic annotation of KTH ac-
tions was possible due to their uniform background. To test the performance
of the motion compensation approach we collect 4 sequences in addition to
multi-KTH with moving camera, multiple planes and cluttered background.
These sequences show 2 indoor and 2 outdoor scenes with moving foreground
objects and are made available in the Internet [54]. The sequences are anno-
tated in a similar way to the other video data, by bounding boxes on humans
performing actions.

The Olympic Games are an abundant source of actions with high intra
class similarities yet extremely challenging due to background clutter, large
camera motion, motion blur and appearance variations. We select 10 different
disciplines with various viewpoints and separate them in 17 action categories.
The categories, the number of sequences and frames are summarised in Ta-
ble 2. Image examples are displayed in Figure 12. Each sequence contains
more than one period of repetitive actions. We annotated every 5th frame
of each sequence with bounding boxes. We annotated 5065 frames from 166
sequences of 17 sport categories. In addition to the sequences we use images
from VOC Pascal [6]: 1000 pedestrians, 200 horses and 200 bicycles, to cap-
ture large appearance variations. Finally, there are 1000 background images
containing urban scenes and landscapes.
Performance measures. We evaluate the performance in a similar way
to [5, 37, 40, 45, 49]. We refer to this test as ‘classification’. In addition
to that, we report results for detection of individual actions within frames
termed ‘localisation’. Given the ground truth bounding box G in a frame
and bounding box D output by our method, the detection is correct if the
intersection/union of G and D areas is larger than 0.5 and the category label
is correct i.e. G∩D

G∪D > 0.5. The detection results are presented with average
precision, which is the area below precision-recall curve, as proposed in [6].
All the experiments are done with leave-one-out cross-validation, that is we
train on all sequences except one in a given category, which is used for testing
to make the results comparable to [5, 37, 49]. Within that sequence, we
perform recognition for every annotated frame and compare with the ground
truth. The results are averaged for all frames and all sequences of a given
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action. For each analysed frame we use features from 5 additional frames in
both time directions to populate the voting space (cf. Section 5.2).

6.2. Motion compensation

We first present the evaluation of the camera motion compensation on 5
sequences introduced in Section 6.1. We extract features, perform tracking
and estimate dominant planes. To evaluate the performance we compare the
average magnitude of motion for foreground and background regions before
and after motion compensation. In Table 1 we can observe a significant
reduction of motion magnitude in the background while local foreground
motion remains detectable and reliable. The background motion is reduced
to 20% of the original motion on average and for the foreground more than
70% of motion remain. The average ratio foreground/background magnitude
before the compensation is 1.05 and increases to 4.1 for the compensated
frames. This makes the action recognition task tractable even with significant
camera motion.

background

foreground

3.2 12.9 3.7 14.1 1.10.7 2.2 .7 4.2

0.7

0.2

without motion compensation with motion compensation motion
reduction3 4 521 1 2 3 4 5

7.56.3 9.2 .00 10.7 5.6 4.9 5.9 .00 5.8

sequence

9.6

Table 1: Motion compensation results for individual sequences. The table shows average
motion magnitude in pixels. Motion reduction is the fraction of motion that remains after
the compensation.

6.3. Action recognition

Classification. We perform a classification experiment and compare the
performance of our system to the other methods [5, 37, 49]. In this exper-
iment we discard the action location information and assume there is only
one action category in the sequence or none as explained in Section 5.2. Fig-
ure 2(a) shows the confusion matrix for the KTH data. It is interesting to
observe that a system based on appearance with little motion information
extracted from few frames can produce results comparable to a method that
analyses entire sequence [5, 37, 49]. All action categories obtain high recog-
nition score which favourably compare to the state-of-the-art results. There
is 1% of misclassification between hand clapping and waving. Higher classi-
fication error of 4% occurs between jogging and running as well as walking.
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Table 2: Human action recognition results. (a) Confusion matrix for KTH actions. (b)
Results for KTH and multi-KTH sequences and comparison with other methods.

Other approaches also suffer from confusions between these categories. We
improve the state-of-the art classification results for 4 of those categories,
namely hand-waving, jogging, walking and running (see Figure 2(b)). The
results for other actions are comparable to the state-of-the art scores.

We also investigated the influence of the number of frames over which we
integrate the votes. The results are high even if we use only a pair of frames
as a query sequence. The recognition scores in Table 2 are increased by up
to 5% by using 5 neighbouring frames in each time direction, which helps in
discriminating between similar categories, e.g., waving - clapping, running -
jogging. However, using more than 10 frames does not introduce significant
improvements in these categories although for more complex sport actions
in Section 6.4, 20 frames give better results. Training on 16 sequences and
testing on remaining 9, as done in [40, 45] produces similar results with a
small drop of performance by 2% for running and jogging. Mean average
precision of our approach is 95.3% which favourably compares also to the
recent results of 93.3% reported in [17]. An approach from [25] gives high
performance of 95.8% but it is based on a state-of-the-art human detector
and holistic features.
Localisation. In addition to the classification we also present the results for
recognition and localisation in Table 2(b) (localisation). In contrast to many
other methods our system can localise the actions and handle different actions
performed simultaneously. In addition to the class label it estimates the
location and size of various actions, thus the number of possible false positives
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per image is very high compared to the classification systems from other
papers. Given that the KTH object-actions are on a uniform background
with exaggerated motion, the score for boxing, clapping, is nearly as high
as for the classification. The results for localisation test drop by 8-12% for
walking, jogging and running mainly due to errors in size estimation (cf.
Table 2(b)).

Clap

Jog

Run

Box

Walk

Wav

(a) (b) (c) (d)

Figure 11: Example results for KTH action sequences (top row) and for multi-KTH se-
quence (middle and bottom row). Different actions are colour coded: red-walking, green-
hand waving, yellow-hand clapping, blue-boxing, black-jogging, magenta-running. Note
the scale and the viewpoint change from frame (a) to frame (d).

Motion features. In this test we evaluate the contribution from the features
that remain in motion after global motion compensation. Some categories
can be easily distinguished from a single frame without motion information
due to very specific appearance of objects and background. In the context of
the KTH data, static features are not discriminative enough and confusions
between similar categories significantly increase if they are used for classifi-
cation and initial localisation. Table 2 (motion) shows that the detection is
still high if the features in motion are used only, which corresponds to the
classification and the initial localisation (cf. Secion 5.2). The results further
improve if the refinement with static features follows the initial localisation,
which is shown in Table 2 (localisation). Large number of static features
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help refine the hypotheses by increasing the score and improving estimation
of pose parameters.
Multi-KTH. For comparison we performed the localisation test on multi-
KTH sequence. Figure 12 (top row) shows frames of 5 KTH actions per-
formed simultaneously. We used the KTH data to train the system and the
detection results are displayed in Table 2(b) (multi-KTH). The results de-
crease by 14% for hand-waving up to by 20% for boxing. This demonstrates
the difference in system performance one can expect when more realistic data
is used. The lower recognition rate than for KTH data is due to occlusion,
camera motion, panning and zooming as well as differences between the back-
ground in training and testing sequences. The drop is even more significant
when no camera motion compensation is used (see bottom row Table 2(b)
). Motion vectors are then unreliable and correct results are obtained only
when the camera does not move. Figure 11 shows example frames with the
recognition results displayed by colour boxes for different actions.

6.4. Sport actions

We demonstrated that our system can handle basic actions on static back-
ground or with camera motion. However, the real challenge is to recognise
and localise real world actions acquired in an uncontrolled environment.
Appearance-motion. Figure 1 and Figure 12 (row 2 to 4) show exam-
ples from 17 categories of sport actions. We perform the classification and
localisation tests as described in the previous section and show the results
in Table 3. Sport actions give more realistic estimates of recognition capa-
bilities and the scores are significantly lower than for the KTH data. Some
categories can be reliably recognised from static features only, e.g., weight
lifting or rowing. However, for the majority of object-actions, motion infor-
mation acts as focus-of-attention and allows to discard many features from
the background. Note that it also excludes the context on which many im-
age classification methods rely. We found that only 5% to 10% of query
features are correctly matched with respect to both, appearance and motion.
It is therefore essential to have a large number of features extracted from
the query frames such that the initial voting is robust to noise. Similarly,
static images used for training are essential for capturing large appearance
variations. We observed an improvement of 0.09 for horse categories by using
additional static data for training.
Static features. This test corresponds to recognition based on the ap-
pearance only. It confirms the observations from the KTH data that static
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Table 3: Action classification and localisation results for Olympic games categories. The
bottom rows show results for static features only and for the system with final verification
by the SVM.

features tend to dominate in the classification and the performance for all
categories is low (see Table 3 (static only)). For example, for horse ride and
jump, static features draw many false hypotheses due to significant clutter
in these scenes. The motion information improves the results by 15% on
average. Unfortunately, features in motion can be significantly affected by
motion blur which occurs in some categories, e.g., gymnastics. Robustness
to such effects is improved by using large number of features extracted with
different detectors.
SVM validation. Finally we estimate the improvements given by the SVM
based validation. The top 100 local maxima detected in the Hough space are
used as hypotheses that are then evaluated by the SVM classifier. The SVM
is trained with features from 20 frames per category. We observe farther
improvement by 4% compared to localisation accuracy based on voting only
in Table 3 (SVM). The efficiency however is reduced as distances between
high dimensional histograms of 1.6M bins have to be computed for each
training example.

6.5. Discussion

The proposed system consists of a number of components that have been
adapted to action recognition. The components are controlled by a number
of parameters that affect the performance. In summary the observations
made from our experiments are:

• The quality and quantity of local features is the main factor affect-
ing the reliability of motion compensation and object-action represen-
tation. These are controlled by few parameters such as the feature
strength threshold, the number of histogram bins in the descriptor, the
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number of dimensions remaining after dimensionality reduction, and
the similarity threshold for rejecting false matches. The parameters
have been optimised by maximising matching score between pairs of
images as proposed in [34].

• Camera motion compensation is of crucial importance in videos with
complex background. Image segmentation helps in detecting multiple
planes in the image but the method is relatively insensitive to the
segmentation output as long as the number of segments is significantly
larger than the number of planes.

• The size of the vocabulary has been arbitrarily chosen to 1.6M which is
a tradeoff between the matching efficiency, memory limits and the size
of the training data. Larger codebooks may be necessary when dealing
with many diverse action categories.

• The quality of matches is also controlled by the approximation error
in nearest neighbour search. The recognition performance drops if the
approximation is below 60%. The search efficiency is reduced if the
accuracy of more than 90% is set. The selection of the error parameter
is mentioned in Section 5 and discussed in detail in [2, 33].

• The number of frames used for recognition as well as the quantisation
of the voting space depend on the average number of features per frame
and the accuracy of action localisation required from the system. The
number of features directly affects the number of votes that populate
the voting space, thus the reliability of local maxima. The larger num-
ber of votes the finer quantisation steps can be used to discriminate
between closely neighbouring object-actions in the video.

• Finally, sequential use of motion and static features, rather than si-
multaneous or only one of these, has large impact on the recognition
performance as demonstrated by the results on several databases.

7. Conclusions

In this paper we have presented and evaluated an approach to action
recognition via local features, tracking and camera motion compensation. A
number of recent action recognition methods have been reviewed and their
limitations have been discussed.
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The system is capable of simultaneous recognition and localisation of
various object-actions within the same sequence. It works on data from
an uncontrolled environment with camera motion, background clutter and
occlusion. The key idea here is the use of a large number of low dimensional
local features which capture joint appearance-motion information and allow
for efficient recognition via randomised search trees.

The proposed approach is one of very few that explicitly address the
problem of camera motion. Our motion compensation technique has been
designed to make use of the same features as those in the subsequent ac-
tion representation and recognition. The experiments show that the ratio of
local to global motion significantly increases after the compensation which
simplifies the localisation and recognition task.

We have conducted extensive experiments for a large number of real action
categories and demonstrated high accuracy of the system. The system ob-
tains an excellent performance on standard test data, compared to other ap-
proaches and improves upon state-of-the-art results. We have also presented
results on a challenging video sequence including various actions performed
simultaneously in uncontrolled environment. We have applied the proposed
approach to sport action recognition but its design allows for any type of
appearance-motion categories. We have demonstrated that the approach
based on large numbers of static features with motion vectors can compete
with state-of-the-art methods relying on spatio-temporal features and non-
linear SVM classifiers. The data and its annotation is made available at [54]
and may serve as a benchmark for methods addressing the problem of camera
motion and background clutter.

Possible improvements can be made in local motion estimation which
is very noisy, in particular for small objects and for scenes with camera
motion. Another direction to explore is tracking of individual features over
longer time period to capture complex motion. This would also make the
representation more discriminative and help in resolving ambiguities between
similar actions, e.g., jogging and running. Finally, the proposed system can
be extended to recognise static as well as moving objects simultaneously
using appearance and motion information when available.
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positives in red. (Top row) Frames from multi-KTH sequence. (Row 4) Pose angle was
estimated only for this sequence and all recognition results are for fixed orientation. Some
of the segment features that contributed to the score are displayed in yellow.
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